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The article explains and discusses a new phenomena in organization of the Data Centers. This is 
known as autonomous database cloud. The private autonomous cloud is the next level in the evolution 
of the public autonomous cloud services. The properties and functionalities of the private cloud are 
revealed and explained. The most important features are that the sensitive data is stored on the premises 
and not in public data centers. This is a big security advantage which is also connected with the control 
of the places where the standby data is stored. So it is possible to restrict the trans frontier data 
placement. This often is subject of law restrictions and gives full control over the enterprise data. It is 
explained why these cloud services should be autonomous, i.e. self-controlled. The price and the 
limitations of this approach are discussed. No databases that run on-premises or in cloud environments 
today are 100% autonomous – but that is the goal toward which the industry is headed. The article is 
based mainly on Oracle Cloud.  
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Обществен и частен облак с автономни бази от данни (Красимира Швертнер). Ста-
тията обяснява и обсъжда нови явления в организацията на центровете за данни. Този подход 
е известен като автономен облак на базата данни. Частният автономен облак е следващото 
ниво в еволюцията на публичните автономни облачни услуги. Разкриват се и се обясняват свойс-
твата и функционалностите на частния облак. Най-важните характеристики са, че чувстви-
телните данни се съхраняват в предприятията, а не в обществени центрове за данни. Това е 
голямо предимство за сигурността, което е свързано и с контрола на местата, където се съх-
раняват данните в режим на готовност. Така че е възможно и да се ограничи трансграничното 
пренасяне на данни. Всичко това много често е обект на законови ограничения и дава пълен 
контрол върху данните на предприятието. Обяснено е защо тези облачни услуги трябва да бъ-
дат автономни, т.е.самоуправляеми. Обсъждат се цената и ограниченията на този подход. 
Нито една база данни, която работи локално или в облачна среда днес, не е 100% автономна - 
но това е целта, към която се насочва индустрията. Статията се основава главно на разра-
ботката на Oracle Cloud. 

 

1. Introduction 
The cloud is a type of computing in which a service 

provider makes resources available to the public via the 
internet. Resources vary by provider but may include 
storage capabilities, applications, Data Bases on virtual 
machines. Public cloud allows scalability and resource 
sharing that otherwise would be very expensive or even 
not possible to afford for a single organization to 
achieve. Some public cloud providers offer resources 
for free, while clients pay for other resources by sub-
scription or a pay-per-usage model. Cloud services are 
available to individual users, as well, and prices scale 

depending on the user's resource needs. Organizations 
with huge amounts of data need to develop a cloud mi-
gration strategy before choosing a cloud vendor. Pri-
vate cloud is a computing model that offers a proprie-
tary environment dedicated to a single business entity. 
As with other types of cloud computing environments, 
private cloud provides extended, virtualized computing 
resources via physical components stored on-premises 
or at a vendor's datacenter. 

According to the analysis of Service Express the top 
challenges for the IT Companies are (Results were 
gathered between May and October 2020 from over 
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500 IT professionals in the US) [10]: 
• Budget & cost reductions -72% 
• New technology and / or adoption – 54% 
• Security – 54% 
• Talent & workforce – 40% 
• Privacy & data compliance – 28%. 
Many of these challenges could find resolution in 

the cloud data center. Obviously 1, 2 and 4 could be 
achieved using Cloud Services. It is doubtful that 3 and 
5 can be guaranteed better in the Cloud.  It depends on 
the quality of the Service. 

The analysis of the Top Off-Premises Drivers re-
veals that the Disaster Recovery/Business Continuity 
leads with 70%. This is based on the power of the lead-
ing Cloud Providers and their capabilities to establish 
many linked Data Centers with powerful hard- and 
software.  Additionally (it is not mentioned in [10]) the 
qualitative barrier between big and small companies is 
broken. Shortly this means that even small companies 
can use powerful hardware and software business sys-
tems on the Cloud which was not affordable for them 
on the premises because of the immense high costs. Ad-
ditional Off-Premises Driver are the Maintenance 
Costs of the on-premises hardware [10]. 56% of the 
companies complain the High Costs of the Mainte-
nance and also from Administrative Complexi-
ty/Delays, inconsistent System Monitoring Quality, 
and Part Delays. This impose obstacles within every IT 
budget. The Cloud or the hybrid approach delivers 
Capital Expenses savings, as well as extends hardware 
refresh cycles, allowing IT teams to focus on more stra-
tegic initiatives. 

The article “Comprehensive Analysis of Cloud 
based Databases” presents various available data stor-
age options, suitability and limitations in context of 
data science and application of set of data, not rela-
tional database [11]. 

Big Data is a complex multidimensional notion and 
Big Data analysis is very difficult task. The compo-
nents of the Big Data are mostly unstructured data. The 
next problem is the short lifecycle of these data, be-
cause data is changed very quickly and replaced by tons 
of new documents. All these facts leads to the necessity 
of new technology methods for data processing known 
as Big Data. Because Big Data comprise an enormous 
big amount of Data the best solution is to place these 
Data in Cloud Data Center. 

One of the chief advantages of a private cloud de-
ployment is the enhanced degree of control offered to 
the organization. Because the private cloud is only ac-
cessible to a single business, that organization has the 
ability to configure the environment and manage it in a 

manner that is uniquely tailored to the specific compu-
ting needs of the company. 

A private cloud strategy may be comprised of hard-
ware hosted locally at a facility owned by a business, 
or it may be hosted by a cloud service provider. Virtual 
private clouds are typically paid for on a rolling basis, 
but provisioned hardware and storage configurations 
maintain the benefits of a secure, exclusive network. 

2. Public vs. Private Cloud 
Common features 

There are three general cloud models to choose from, 
each with a unique set of capabilities and advantages.  

A private cloud (also known as an internal cloud or 
corporate cloud) is the most secure option because the 
organization has direct control over the infrastructure 
and only authorized users can access the network. Of-
ten the quality of the support is not so good as in the 
public cloud because of lack of high qualified support 
personal.  

Public cloud services are another popular choice be-
cause the enterprise can control costs by reducing on-
site hardware investments. With low upfront costs, an 
organization can deploy an application within the pub-
lic cloud with ease. Public cloud also allows organiza-
tions to fail cheaply if the application does not meet ex-
pectations. This can be important for lean businesses 
that need to reserve capital. The support services in the 
public cloud are very good because it is possible to hire 
qualified personal and to develop automatic tools for 
support. 

Hybrid cloud models offer the advantages of public 
and private clouds by bridging the two models with a 
layer of proprietary software. Hybrid cloud makes it 
possible to store vital data in a secure on-site environ-
ment while simultaneously leveraging the computing 
power of the public cloud. Meanwhile, the business 
only pays for the computing power it uses, allowing for 
additional cost savings. 

In this article, also the private cloud will be dis-
cussed. The reason for this is that recently most of the 
advanced features of the public cloud could be imple-
mented in the private cloud. Up to now this was not 
possible because the public cloud providers wouldn’t 
like or it was not possible technically to share their 
tools for automatic maintenance of the hardware and/or 
software. So the public cloud services were more relia-
ble, the support of the software and the hardware was 
better and more professional. Another reason that pro-
pel the movement of public cloud technologies to pri-
vate cloud owners was the characteristic of the public 
cloud provider. There are some cloud services compa-

30 “Е+Е”, vol. 56, 3-4, 2021



nies that have closed the product circle - hardware, op-
erating systems, applications and databases. They can 
deliver the full stack of hardware and software to pri-
vate cloud customers and so they expect to sell not only 
cloud solutions but also the needed hardware and soft-
ware. Even more - the solutions they sell are oriented 
and can work only on the hardware, operating systems, 
applications and databases that only they deliver. So 
the cloud services solution is based on the other prod-
ucts of the company and so increase the value added 
product of the deal. Other companies provide only 
cloud services but do not produce and sell many of the 
other components. They buy them from other suppliers 
and are dependent from them. So they haven’t business 
reasons to sell cloud technologies to other companies. 

One of the main questions standing of front of the 
private cloud owners is it is worth to purchase cloud 
technologies based also on the additional need to buy 
also specific hardware and software. There is no defi-
nite answer on this question. Because this business 
started only in a few month there are not much sources 
that analyze the pro and contras to this new business 
product that come to the IT market. The article will try 
to analyze some of advantages and disadvantages of 
this approach. 

3. Autonomous Cloud 
One of the main reason to buy cloud services is that 

they include autonomous maintenance of the hardware 
and the software. The autonomy is a very new and im-
portant trend in the IT. It is a broad notion, has many 
aspects and we will concentrate only on the database 
and application maintenance. 

There is a difference between “automatic” and “au-
tonomous” capabilities [4]. A process for database 
backup, failover or resizing that can be accomplished 
automatically is still not autonomous if a database ad-
ministrator has to respond to an alert, make decisions 
and   click a few buttons (or type a few commands) in 
order to initiate the automated activity. A more dra-
matic example is when an alert related to a component 
outage or performance degradation appears automati-
cally on a management console, but doesn’t provide 
sufficient information to diagnose the problem, deter-
mine its root cause or offer a definitive recommenda-
tion for resolution. The automation literally stops with 
the alert. What happens next and how long it takes until 
resolution is unclear. 

By contrast, an autonomous database combines the 
dynamic agility of the cloud with the intelligent respon-
siveness of applied, adaptive machine learning. The de-
sign goal is to minimize or eliminate human labor – and 

associated human error – and ensure data safety and op-
timal performance. Businesses will find that autono-
mous capabilities can further help IT staff improve ef-
ficiencies by enabling them to focus on higher value 
activities in lieu of mundane, time-consuming tasks. 
This is significant considering that up to 75% of IT 
budgets are spent on manual database management.  
An autonomous database can help organizations trans-
form IT operations into a modern cloud model that low-
ers operating expenses, eliminates costly downtime and 
ultimately enables them to innovate more while using 
fewer resources. 

The main expectation is that the Oracle Autono-
mous Database Cloud offers total automation based on 
machine learning and eliminates human labor, human 
error, and manual tuning. 

The main features are [9]: 
• No Human Labor: Database automatically up-

grades, patches, and tunes itself while running; 
automates security updates with no downtime 
window required. 

• No Human Error: SLA guarantees 99.995% reli-
ability and availability, which minimizes costly 
planned and unplanned downtime to less than 30 
minutes a year. 

• No Manual Performance Tuning: Database con-
sumes less compute and storage because of ma-
chine learning and automatic compression. 
Combined with lower manual admin costs, 
Oracle offers even bigger cost savings. 

These unprecedented targets at this point of the de-
velopment of the software sound as pure phantasy for 
every database administrator (DBA) [8].  This is not 
possible in the so called on-premises installations, 
which have the different parameters of the hardware, 
operating systems and other installation component. 

The benefits of the autonomous maintenance are 
following [3]: 

• Automatic Implementation of security features 
such as detection and protection of privacy-re-
lated and other sensitive data, detection of im-
proper or suspicious access, and control of data-
base access in a comprehensive way. 

• Automatic Timely patching of database manage-
ment system (DBMS) software, especially 
where security patches are involved. 

• Protecting Sensitive data and Ensuring Compli-
ance. 

• Automatic actions to increase the performance 
of the software. 

3.1 Patching 

One of the most time consuming and disruptive for 
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the applications run is the process of patching of the 
databases [2].   

The main problem that leads to patching is that the 
computer software is never in a steady state. It requires 
permanent fixing, development and improvement. 
Some of this effort has to do with shifting usage models 
or the correction of previously undetected problems, 
but a great deal has to do with countering vulnerabili-
ties that may be found and exploited by hackers. This 
is especially important for databases, where breaches 
result in significant liability for the enterprise. These 
updates are applied through patching. 

A patch is a piece of code that is inserted into exist-
ing software to alter its behavior. It may represent a fix 
to a known problem, a much-requested enhancement, 
or the removal of a security vulnerability. Applying a 
patch to a database server normally requires taking it 
offline to modify the code and then bringing it up again.  

The patching is a big problem. A delay in patching 
exposes the enterprise to potential hacking. But it is a 
hard task to do the patch right away. The reason is that 
patching requires both downtime and staff time, it must 
be scheduled for off-hours. Even at night, however, 
taking the database and/or the application offline is go-
ing to inconvenience someone, and in the case of a 24 
x 7 availability requirement, an offline option is not 
possible. The alternative is to set up a second database 
server, load the software, apply the patches, test the 
patched system, and then swap servers. This approach 
usually results in brief interruption as one server is qui-
esced, the last transactions are passed over to the other 
system, and then the other system comes online. So 
patching causes extra staff effort, interrupts other work, 
and disrupts the operations schedule. These activities 
can represent considerable cost. Most users have many 
database instances, and the total staff time cost can be 
calculated at roughly an hour per instance. Even if the 
patch itself only takes 15 minutes, the process of taking 
the system offline, applying the patch, verifying the 
patch, and bringing the system back online can take an 
hour altogether. We doesn't even take into account the 
operational disruption as systems administrators and 
other operations staff must work around this activity. 
This is why patches are not usually applied as they 
come in but instead are batched up and applied in 
bunches at some scheduled time. 

The risks of delayed patching are many. When 
patches are not applied in a timely manner, problems 
that have been fixed in the current code base are not 
addressed, improvements are not available and, most 
importantly, known vulnerabilities are still present, ex-
posing the database to potential hacking. Such delays 
also create support problems. Very often DBAs get that 

sinking feeling when they call in with a problem, and 
the first question the support engineer asks is, "What is 
your version and patch level?" If it's not current, the 
advice may be to get up to the current patch level and 
then call back if the problem persists. This is very bad 
because it means actually that the enterprise has not 
support. The security risk is particularly significant. 
Once patches are issued to address a vulnerability, that 
vulnerability becomes widely known and hackers are 
looking for databases that have not yet been patched. 
So the danger of delayed patching is considerable. 

The Cloud Services have faced this problem. That’s 
why the providers have developed tools to solve it. But 
this is a complex of measures that include database de-
velopment over decades and special ad hoc software 
and can be done only by providers that have “closed the 
circle”. Moving to the cloud can address the problem 
of timely patching, yet this is not necessarily a perfect 
fix. In many cases where a public cloud service is in-
volved, the user may operate under a "shared responsi-
bility model" that places physical responsibility for the 
system, including its security, in the hands of the man-
aged cloud provider but leaves responsibility for the 
state of the software, including patching, in the hands 
of the user. But don’t forget - the patching effort must 
be done by staff and results in downtime. Even some 
managed cloud database providers that offer full soft-
ware support for the database server may need to sched-
ule patching with the user because the patching opera-
tion causes an interruption in service. This alone could 
compel some users to batch up patches rather than have 
them applied as they come in. 

The only way to ensure the timely application of 
patches is to use a service that offers a nondisruptive 
patching process. This obviates the need to delay or 
batch up patches and ensures that the database servers 
are running with the latest version, including the fixes 
for all known security vulnerabilities. The critical na-
ture of this capability should be obvious. 

The article will discuss the Oracle’s approach to 
patching. Oracle applies all security patches immedi-
ately and on a scheduled basis. Patching is done on a 
rolling basis, which eliminates downtime, ensuring that 
the database is continuously available. Oracle can do 
this because the hardware is configured for nonstop op-
eration, and the software provides a smooth cutover 
from server to server. Oracle's long history of server 
clustering for uninterrupted operation — most notably 
in Real Application Clusters (RAC) introduced in 2001 
— has made this possible. The flexibility afforded by 
the self-tuning functions of the Oracle Autonomous 
Database software ensures smooth performance 
throughout. This technology is the result of decades of 
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research and development at Oracle and first rose to 
prominence with the self-managing features of Ora-
cle9i. The patching and patch testing processes take 
place behind the scenes, so the effect is to make the 
patch process seem virtually undetectable by the user. 
Contrast this with the manual and error-prone pro-
cesses of other patching methods. Even more - Oracle 
can afford upgrading in rolling manner. Upgrade means 
change the version of the database, e.g. from version 
12c to 19c. To achieve this the technologies like Data 
Guard or Golden Gate can be used. 

3.2 Protecting Sensitive data and ensuring 
Compliance 

One part of the sensitive data is relatively easy to 
identify and protect [2]. These data is formally defined 
for that purpose under laws, regulations, or contracts 
and can be easily discovered and defined. This make 
possible to prevent unauthorized access. Personally 
Identifiable Information (PII), on the other hand, is 
harder to detect, especially with the range of emerging 
privacy regulations, including GDPR, HIPAA, CCPA, 
and some of other data privacy regulations. In some 
cases, protecting specific field data is not enough. It is 
necessary to prevent access to combinations of data that 
could compromise a person's identity as well. Proper 
tooling can ensure that those efforts can be done effi-
ciently and consistently.  

Sometimes, elements of PII may be embedded in a 
text field or may be labeled in an obscure or confusing 
way. Tools that can detect such PII are vital to ensuring 
that the enterprise remains in compliance, and out of 
legal trouble.  

Obviously, when database applications change, they 
need to be tested against realistic data — data of the 
same volume, range of values, and distribution of val-
ues. But using real data is out of the question because 
to do so would enable developers and testers to see it. 
So a sophisticated data masking approach is called for, 
one that can produce useful test data that exercises the 
application just as the real data, but with no elements 
that could compromise real sensitive data.  

Protection from the Cloud Service Vendor is also 
very important. It is so because any access to sensitive 
data by an unauthorized person can be considered a vi-
olation. Although the cloud service vendor may need to 
be able to see and manipulate the database operational 
settings, and even the schema, the vendor should not 
have access to the data itself. 

System-Level Security is the next issue. Managing 
security at the network, OS, VM, and container level 
can be tricky at best. Coordinating security definitions 

across all these levels requires tools that make such set-
tings straightforward to define and modify. While the 
mechanics of the network, OS, VM, and container-
level security are the responsibility of the cloud service 
provider, how they are set is up to the user. Tools that 
are inconsistent in operation, or difficult to use, make 
that job so much harder. 

Protection from Malign Access task is important. A 
constant concern is that of suspicious activity, which 
may indicate either an external attack or improper ac-
cess by an internal user. Although there are numerous 
tools available that can perform database log analysis 
and identify such activity, it is always up to the data 
management team to take action, usually well after the 
fact. What's needed is a database system that can re-
spond immediately when a potential breach is detected 
while keeping DBAs in the loop. Such detection would 
include suspicious patterns of access both at the time of 
access and later (through log analysis, for more sophis-
ticated kinds of breaches). 

Oracle Autonomous Database offers five key addi-
tional areas of functionality to ensure the security of the 
database, besides patch management. These are follow-
ing: 

• Encryption. Oracle offers always-on encryption 
for data at rest and in motion. Data is transferred 
from storage to processing nodes encrypted. It is 
even kept encrypted in cache. This function is 
enabled automatically. 

• Separation of the duties of data management and 
database administration. Oracle is using features 
such as Database Vault and the Pluggable Data-
base Lockdown profiles to isolate database ad-
ministration (managed by Oracle) from data ad-
ministration (managed by the Autonomous Da-
tabase customer). 

• Audit.  Data auditing is automatically configured 
and enabled and in constant operation. The data-
base system records suspicious patterns of ac-
cess and includes the flexibility to extend analy-
sis of the collected data to other services or even 
to on-premises security information and event 
monitoring systems. 

• Dedicated infrastructure. Optionally, users may 
request infrastructure dedicated to the service of 
their databases only, thereby delivering physical 
isolation, which is required by some data secu-
rity regimes. 

• Data Safe. Data Safe is a unified database secu-
rity control center that detects risks introduced 
by users, data, and configurations through con-
tinuous monitoring. 

Oracle Data Safe is a comprehensive set of security 
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features for Oracle Cloud Databases, including Oracle 
Autonomous Database. It includes the following areas 
of functionality: 

• Security assessment; 
• User assessment; 
• Activity auditing; 
• Data discovery; 
• Data masking. 
These capabilities are delivered through a single da-

tabase security control center that allows customers to 
identify sensitive data and mask it, flags risky users and 
system configurations, and monitors database activity 
to quickly discover suspicious attempts to access data. 
The control center is designed to be easy to use and to 
save time in performing these critical security tasks. Its 
design principles include tightly integrated features and 
reporting, risk dashboards, and extensibility to support 
new security features. In addition, the control center's 
security data is physically isolated. Its data masking is 
designed to provide full protection of PII using over 50 
predefined masking formats and a range of mathemati-
cally based masking transformations. 

3.3 Data Base Machines – maintenance 
enhancement and performance tuning 

A Data Base and Applications Hardware comprise 
many hardware components. The old school approach 
is to purchase them from many suppliers and to main-
tain them from a big staff of technician. This causes 
many problems - technical, finance, staff and mainte-
nance. 

Next issue is that the most important characteristic 
of a database from user point of view is their perfor-
mance of the operations and reliability of the data. Per-
formance is a wide topic and field in which many pro-
fessionals work during his whole career in the IT. It is 
no surprise that one of the focus of autonomous data-
bases is the performance. It is especially important in 
the current big databases and data warehouses. To ad-
dress these needs the industry develops special capsu-
lated database hardware and software complexes 
known as database machines. 

As a sample of Database Machine (DB Machine) it 
will explain the functionality of Oracle Exadata. 

3.3.1 Exadata Database Machine 
The Database Machine contains all hardware com-

ponents needed to run data bases in one cabinet deliv-
ered and maintained by one supplier. The list of the 
components includes Data Base Servers, Storage Serv-
ers, and four Switches for internal and external network 
communication [1]. It is not possible to explain all fea-
tures of the Exadata, so the article will concentrate on 

the key features: Data Storage Units - Cells, Smart 
Flash Cache, Smart scan, Automatic Indexing. 
 

 
Fig.1. Database Machine X3-8 Full Rack [1]. 

3.3.2 Data Storage Units - Cells 
Data Storage Units - Cells with 12 hard disks every 

which works as one unit with high degree of intelli-
gence. This intelligence is delivered by 2 Intel Xeon 
processors included in every cell. The number of cells 
vary between 3 and 14 in a single appliance [12]. 

The data storage units are named cells. Each cell 
comprises 12 identical disks (the type could be differ-
ent according the needs) and 2 Intel Xeon processors 
under Linux.  

The disk data operations are done on the cells from 
the software. The SQL statement is sent to the cells us-
ing a special protocol iSQL. The cells return only the 
results of the SQL statement to the DB instance. So the 
data processing is done on the cell, not on the DB in-
stance minimizing the data transmission. The cells also 
ensure replication of the data for security reasons (nor-
mal redundancy – 2 cells, high redundancy – 3 cells 
replication). The redundancy helps to keep the instance 
alive in case of loosed disks in the cells. 

The cells implement the Smart Scan feature which 
does the search of data in the cell and has following 
advantages: 

• Moving SQL processing off the database server 
frees server CPU cycles and eliminates a mas-
sive amount of unproductive I/O transfers. These 
resources are free to better service other requests. 
Queries run faster, and more of them can be pro-
cessed. 

• Exadata Storage Server performs join processing 
for star schemas (between large tables and small 
lookup tables) in data warehouse systems. 

Another useful feature are the Automatic Storage 
Indexes which are automatically maintained (up to 8 
and different over the different parts of the tables) and 
have following advantages because: 
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• Business Intelligence (BI) Tools are able dynam-
ically to construct big amount of unpredictable 
SELECT statements. Practically it is impossible 
to define in advance the needed indexes to speed 
up the retrieval. 

• Different parts of a same table often is used in 
different SELECT statements. 

• Classic DB indexes use significant disk space. 
• By update/insert/delete operation often need for 

rebalancing of the search tree arises which con-
sumes significant time in the background. 

The classic approach is to analyze the application, 
daily workload and manually to create the needed in-
dexes over the whole table(s). By automated Indexing 
the DB automatically analyses the workloads and cre-
ates the needed indexes. The origins can be found in the 
old DB machines produced in 2013 that automatically 
creates up to 8 indexes over parts of the tables for data 
warehouse processing. If a new index was needed the 
last recently index was deleted and a new one was made. 
Nowadays this technology is enhanced significantly 
and is one of the most attractive feature of Oracle 19c, 
but firstly - it is paid feature, and secondly - it can be 
used only on Exadata. 

The smart scan and the automatic indexes leverage 
the performance of the BI tools (analytical processing). 

3.3.3 Flash Storage 
Exadata Smart Flash Cache (ESFC) focuses on 

caching frequently accessed data and index blocks, 
along with performance critical information such as 
control files and file headers. In addition, DBAs can in-
fluence caching priorities using the 
CELL_FLASH_CACHE storage attribute for specific 
database objects. 

The ESFC is managed by the Exadata Storage Cell 
Server software CELLSRV. In general, when a Data-
base Node requests a block of data from an ASM disk, 
the CELLSRV software issues asynchronous requests 
to the ESFC and to the grid disks that underlie the ASM 
disk group [1]. If the data is in the Flash Cache, this is 
satisfied from the cache, and if not, from the grid disk. 
After forwarding the block to the Database Node, 
CELLSRV then stores any blocks retrieved from the 
grid disks into the Flash Cache—provided that the 
blocks are “eligible.” 

Exadata Smart Flash Cache distinguishes the differ-
ent types of database I/O [1]: 

• Frequently accessed data and index blocks are 
cached. 

• Control file reads and writes are cached. 
• File header reads and writes are cached. 
• DBA can influence caching priorities. 

Smart Flash Cache speeds up the OLTP (On Line 
Transactional Processing). 

All components are controlled and checked by a 
special monitoring and tracking system. If a malfunc-
tion is detected the Oracle support center is informed 
via automatic generated service request sent to support 
center by email. This leads to immediate intervention 
of Oracle technicians which repair or change the defect 
unit on the fly [5]. 
 

 
Fig.2. Exadata Cells – Disks, OS, 2 Processors [1]. 

3.3.4 Advantages of Exadata 
The performance of Exadata [6] is very good. This 

is true for all kinds of data processing paradigms: 
OLTP, data warehousing, reporting. It is easy to mi-
grate to Exadata via SQL*Loader or Data Pump tools, 
also to clone the databases. 

The support of the hardware and the software is 
done from only one vendor, so there are no problems 
with different contracts, guaranties and contacts with 
different suppliers. The hardware problems are auto-
matically detected and Service Requests to Oracle has 
been automatically filled. 

3.3.5 Disadvantages of Exadata 
Exadata has many Linux and Unix operating sys-

tems installed in different components and has also run-
ning Oracle instances in the Computing Units. Updat-
ing and patching these software pieces needs downtime 
of the systems (4 days in some cases, and rare is done 
smoothly without collaboration with Oracle Support) 
[6]. So in order to ensure smoothly running of the ap-
plications a prerequisite is to have Data Guard standby 
instances to that the applications will be switched over. 
This needs big investment of money to double the ap-
pliances. There are also other complaints in regard of 
the experience of Oracle to support Exadata [6]. An-
other trouble is that Exadata comes with many licenses 
on software and this makes it too expensive [7].  
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4. SWOT Analysis of Private Autonomous 
Cloud 

SWOT is Acronym of Strengths, Weaknesses, Op-
portunities and Threats. We will concentrate on Oracle 
proposal for Public and Private Autonomous Cloud be-
cause it is a new trend. 

4.1 Strengths 

The deployment of the Data Bases under the control 
of experienced professional staff and on highly en-
hanced hardware is a big advantage. The elastic control 
over the size of the virtual hardware reduces the loss of 
investments. The capital investments in Data Center 
and Hardware are avoided if the company uses a Cloud 
Data Center. Automatic upgrade without downtime is 
a big feature for companies that can’t tolerate down-
times of its applications. The High Availability based 
on Data Guard makes the IT processes highly reliable 
and prevents data loss. The Companies avoid the in-
vestments in two data centers located geographically 
far away of each other to run primary and standby in-
stances according the laws. The usage of Data Base 
Machines speeds up the Data Processing. High paral-
lelization of disk access speeds up the processing of 
data. The usage of different kinds of permanent storage 
of the data makes possible the use Data Lifecycle Man-
agement and to keep the different kinds of data on dif-
ferent devices. It is more likely to process the “hot” 
Data from high speed caches and to keep historical 
Data on the more slow memory devices. The data base 
machines make possible to use automatic created par-
tial indexes and dynamically reorganize them. So the 
old concept of indexing (index all rows in the table, 
which has many disadvantages and is space consuming) 
can be replaced by more adaptive indexing methods 
that are relevant to the contemporary big data volumes. 
The database machines are equipped with specially de-
signed central processors that are constructed for pro-
cessing of data and big data like the SIMD (Single In-
struction Multiple Data) type of processors. 

The private autonomous cloud allows the compa-
nies the use of the maintenance software that up to now 
was used only on the Oracle Cloud. 

4.2 Weakness 

Every luxury has his price. The advantages listed in 
S4.1 are the top of the database and application pro-
cessing but the costs of their usage is enormous. The hid-
den trap are the database machines. Many of the features 
explained above can be run only on the special designed 
database machines which are expensive. The null down-
time update and upgrade of the software is only possible 
if there is a second standby database machine which is 

running the processing while the upgrades/updates run 
on the first machine. So practically the hardware is dou-
bled. The licenses fees are also doubled. The database 
machines are very intelligent, but this intelligence is 
based on special software installed on special processors 
inside the machines. This software needs to be regularly 
upgraded/updated which not an easy task is. Of course 
the same activities should be planned in the normal data 
centers, but the complexity of the tasks there is not so 
high. Additionally the transmission the data to the data 
centers and back to the customers is also paid on vol-
umes basis. There are some problems with the scaling 
the database machines. In some cases it is not possible 
to enlarge physically the machine because all slots are 
occupied. Many of the functionalities (like automated in-
dexing in Oracle 19c) are additionally paid features and 
are available only on the data base machines. The next 
danger is the theft of the corporate data. The data in mo-
tion (transmitted via Internet) can be captured by hackers, 
the data in rest (stored on disk devices in the data centers) 
can be captured by internal personal.   The next legal 
problem is that by crashes of any kind standby data cen-
ters are using to continue the processing. Often these 
data centers are placed in different countries. This means 
that copies of the corporate data is placed in different 
countries and in some special cases this is prohibited by 
the local low. This is true for the public cloud. Partially 
the two last problems can mitigated by using private au-
tonomous cloud. Unexpectedly the internet connectivity 
and throughout grow in importance and play vital role to 
insure the operating capability of the industry and the 
business. 

4.3 Opportunities 

The implementation of Applications and Corporate 
Databases will be possible not only for elite Enterprises. 
Middle and small Companies will be able to use the 
Cloud Services to base their businesses on the best ap-
plications and databases and so will enhance signifi-
cantly the quality of the IT services in the companies. 
The big and the middle enterprises can establish their 
own Data centers which will be able to use autonomy 
of application and database maintenance and will make 
usage of the enhancement of the data processing deliv-
ered from the database machines. 

4.4 Threats 

The concentration of Data Processing Services in 
Cloud Data Centers makes the functionality of the en-
terprises independent of the connection lines (Internet), 
the possible disasters in the data centers (electricity, 
connections and network, fire, flood, physical attacks, 
hacker attacks with massive global effect). 
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Conclusion 
The concentration of massive hardware and soft-

ware resources in centralized Data Centers allows agile 
end highly elastic usage of the available resources, sav-
ings of capital investments in buildings and hardware. 
It makes possible for small and medium businesses to 
use expensive software applications and databases on 
affordable cost what was impossible in the past. The 
usage of specialized database machines increases the 
databases performance and enhance the analytical pro-
cessing in data warehouses. The new trend is autono-
mous maintenance of the databases. The next steps is 
to allow the enterprises to establish their private auton-
omous cloud centers which is additional business niche 
for the big hardware and software producers. 

Based on our long experience as DBA we analyze 
as deep as possible the new trends and their compo-
nents. The challenge was to distinguish the marketing 
claims from the real price of the technologies and to 
reveal hidden costs and efforts behind the new technol-
ogies. 
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