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This work presents the results of a systematic review about the Big Data Framework. The 

overview of the meanings of the broad terms Big Data and Data Science is based mainly on NIST Big 
Data Interoperability Framework (National Institute of Standards and Technology, NIST, USA). 
Terms and definitions of concepts integral to Big Data and Big Data characteristics are presented 
with relevant discussions. Concepts of Data Science as an interdisciplinary field of study dealing with 
the convergence of subfields of Domain Data & Processes, Statistics and Software & Systems 
Engineering are presented. Some of the main differences between Big Data and Data Science concepts 
are considered along with the implications of the study for Big Data Scientist competence profile. The 
need for Big Data standards development and CRISP-DM methodology as well as the NIST Big Data 
Reference Framework are discussed as open standards to which a project manager or educator or 
other interested in Big Data party can refer to for best practices. The Big Data Requirements are 
discussed with the goal of stressing the importance of developing a consensus list of Big Data general 
requirements across all stakeholders. Finally, the implementation of Big Data reference architecture 
is illustrated by some of the best solutions as IBM Big Data Platform, the Oracle Big Data reference 
architecture and the SAP Big Data architecture. 
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Общ преглед на рамката за големи данни (Елена Шойкова, Румен Николов, Евгения 

Ковачева, Боян Жеков, Любомир Гоцев). Тази работа представя резултатите от 
систематичен преглед на рамката за големи данни. Прегледът на значенията на широките 
термини големи данни (Big Data) и науката за данни (Data Science) се основава главно на 
рамката за оперативна съвместимост с големи данни на NIST (Национален институт за 
стандарти и технологии, NIST, САЩ). Термините и дефинициите на понятия, интегрални в 
характеристиките на Big Data, са представени със съответните дискусии. Представени са 
концепции за науката за данни като интердисциплинарна област на изследване, която се 
занимава с конвергенцията на подобластите данни и процеси в областта, статистика и 
софтуер и системно инженерство. Някои от основните разлики между концепциите Big Data 
и Data Science се разглеждат заедно с последиците от проучването за профила на 
компетентността на учения по големи данни (Big Data Scientist). Необходимостта от 
разработване на стандарти за големи данни и методологията CRISP-DM, както и 
референтната рамка за големи данни на NIST се обсъждат като отворени стандарти, към 
които всеки ръководител на проект или преподавател или други заинтересовани от Big Data, 
могат да се позовават за най-добри практики. Обсъждат се изисквания за големите данни с 
цел да се подчертае значението на разработването на консенсусен списък с общи изисквания 
за големи данни за всички заинтересовани страни. И накрая, внедряването на референтната 
архитектура на Big Data е илюстрирано от някои от най-добрите решения като IBM Big Data 
Platform, Oracle Big Data референтна архитектура и SAP Big Data архитектура. 

 

1. Introduction  
We live in a data-rich world, in which masses of 

data, known as Big Data, are generated every day. An 
online search or booking, a credit card purchase, an ID 
scan, a grocery shopping list, social media post, 
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medical record, health monitor, IoT applications, all 
contain data which can be gathered and analyzed to 
gain useful insights and improve products and 
services. Big Data and Artificial intelligence (AI) 
enabled systems are helping accelerate the digital 
transformation where they are often deployed hand in 
hand to deliver key insights by enabling advanced 
data analytics. AI technologies, including algorithms 
and machine learning are able to make sense of Big 
Data in real time. These technologies are evolving 
rapidly and being used in a growing number of 
industries, from financial and healthcare to smart 
manufacturing, intelligent transport systems and self-
driving vehicles, as decisions that were once made by 
human experience are gradually be made by machine 
analysis of huge amounts of Big Data. The Big Data 
techniques represented a shift to use distributed data 
management and processing through horizontal 
scaling to achieve the needed performance efficiency 
at an affordable cost. The term Big Data is overloaded 
in common usage and is used to represent a number of 
related concepts, in part because several distinct 
system dimensions are consistently interacting with 
each other. To understand this revolution, the 
interplay of the following aspects needs to be 
considered: the data and processing characteristics of 
the datasets, the analysis of the datasets, the 
performance of the systems that handle the data, the 
business considerations of cost effectiveness, and the 
new engineering and analysis techniques for 
distributed data processing using horizontal scaling.  

This work presents the results of a systematic 
review about the Big Data Framework. The overview 
of the meanings of the broad terms Big Data and Data 
Science is based mainly on NIST Big Data 
Interoperability Framework (National Institute of 
Standards and Technology, NIST, USA)[1-9]. Terms 
and definitions of concepts integral to Big Data and 
Big Data characteristics are presented with relevant 
discussions. The concepts of Data Science as a new 
interdisciplinary field of study dealing with the 
convergence of subfields of Domain Data & 
Processes, Statistics and Software & Systems 
Engineering are discussed. Some of the main 
differences between Big Data and Data Science 
concepts are considered along with the implications of 
the study for Big Data Scientist competence profile 
and requirements for sufficient knowledge in the 
overlapping regimes of business needs, domain 
knowledge, analytical skills, and software and systems 
engineering to manage the end-to-end data processes 
in the analytics life cycle. The need for Big Data 
standards development and CRISP-DM methodology 

as well as the NIST Big Data Reference Framework 
are discussed as open standards to which a project 
manager, educator, or other interested in Big Data 
party can refer to for best practices. Furthermore, the 
potential to develop new research in Big Data 
Framework is outlined alongside the expectation that 
the taxonomy will mature as new technologies emerge 
and increase understanding of how to best categorize 
the different methods for building data systems. The 
Big Data Requirements are discussed with the goal of 
stressing the importance of developing a consensus 
list of Big Data general requirements across 
stakeholders. Finally, the implementation of Big Data 
reference architecture is illustrated by some of the best 
solutions as IBM Big Data Platform, the Oracle Big 
Data reference architecture and the SAP Big Data 
architecture. 

2. Big Data and Data Science Concepts  
2.1 Big Data 

There is broad agreement among commercial, 
academic, and government leaders about the potential 
of Big Data to spark innovation, fuel commerce, and 
drive progress. Big Data is the common term used to 
describe the deluge of data in today’s networked, 
digitized, sensor-laden, and information-driven world 
(see Figure 1). Big Data consists of extensive datasets 
primarily in the characteristics of volume, variety, 
velocity, and/or variability that require a scalable 
architecture for efficient storage, manipulation, and 
analysis. The characteristics of Big Data that force 
new architectures are as follows:  

Volume (i.e., the size of the dataset). The most 
commonly recognized characteristic of Big Data is the 
presence of extensive datasets—representing the large 
amount of data available for analysis to extract 
valuable information. There is an implicit assumption 
here that greater value results from processing more of 
the data. The time and expense required to process 
massive datasets was one of the original drivers for 
distributed processing. Volume drives the need for 
processing and storage parallelism, and its 
management during processing of large datasets. 

Velocity (i.e., rate of flow). Velocity is a measure 
of the rate of data flow. Traditionally, high-velocity 
systems have been described as streaming data. Data 
in motion is processed and analyzed in real time, or 
near real time, and must be handled in a very different 
way than data at rest (i.e., persisted data). Data in 
motion tends to resemble event-processing 
architectures, and focuses on real-time or operational 
intelligence applications. Note that time constraints 
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for real-time processing can create the need for 
distributed processing even when the datasets are 
relatively small—a scenario often present in the 
Internet of Things (IoT). 

 

 
Fig. 1. Big Data Concept. 

Variety (i.e., data from multiple repositories, 
domains, or types).  The variety characteristic 
represents the need to analyze data from multiple 
repositories, domains, or types. The variety of data 
from multiple domains was previously handled 
through the identification of features that would allow 
alignment of datasets, and their fusion into a data 
warehouse. Automated data fusion relies on semantic 
metadata, where the understanding of the data through 
the metadata allows it to be integrated. A range of data 
types, domains, logical models, timescales, and 
semantics complicates the development of analytics 
that can span this variety of data. Distributed 
processing allows individual pre-analytics on different 
types of data, followed by different analytics to span 
these interim results. Note that while volume and 
velocity allow faster and more cost-effective analytics, 
it is the variety of data that allows analytic results that 
were never possible before. Business benefits are 
frequently higher when addressing the variety of data 
than when addressing volume.  

Variability (i.e., the change in velocity or 
structure). Variability is a slightly different 
characteristic than volume, velocity, and variety, in 
that it refers to a change in a dataset rather than the 
dataset or its flow directly. Variability refers to 
changes in a dataset, whether in the data flow rate, 
format/structure, and/or volume, that impacts its 
processing. Impacts can include the need to refactor 
architectures, interfaces, processing/algorithms, 
integration/fusion, or storage. Variability in data 

volumes implies the need to scale-up or scale-down 
virtualized resources to efficiently handle the 
additional processing load, one of the advantageous 
capabilities of cloud computing.  

Big Data encompasses all types of data namely 
structured, semi-structured and unstructured 
information including:  

• Unstructured data – social networks, emails, 
blogs, tweets, digital images, digital audio/video 
feeds, online data sources, mobile data, sensor data, 
web pages, and so on. 

• Semi-structured – XML files, system log files, 
text files, etc. 

• Structured data – RDBMS (databases), OLTP, 
transaction data, and other structured data formats. 

Therefore, all data and information irrespective of 
its type or format can be understood as Big Data (see 
Figure 2). 

 
Fig. 1. The four different types of data. 

 This definition contains the interplay between the 
characteristics of the data and the need for a system 
architecture that can scale to achieve the needed per-
formance and cost efficiency. Scalable refers to the 
use of additional resources to handle additional load. 
Vertical scaling (aka optimization) is the activity to 
increase data processing performance through im-
provements to algorithms, processors, memory, stor-
age, or connectivity. Horizontal scaling is increasing 
the capacity of production output through the addition 
of contributing resources. While Big Data strictly 
speaking should apply only to the characteristics of 
the data, the term also refers to this paradigm shift that 
suggests that a system is a Big Data system when the 
scale of the data causes the management of the data to 
be a significant driver in the design of the system ar-
chitecture—forcing parallel processing. Big Data re-
fers to the need to parallelize the data handling in 
data-intensive applications. The Big Data Paradigm 
consists of the distribution of data systems across 
horizontally coupled, independent resources to 
achieve the scalability needed for the efficient pro-
cessing of extensive datasets. Analytics is the system-
atic processing and manipulation of data to uncover 
patterns, relationships between data, historical trends 
and attempts at predictions of future behaviors and 
events. Big Data engineering is the discipline for en-
gineering scalable systems for data-intensive pro-
cessing.  
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2.2 Data Science 

Data Science concerns a new interdisciplinary field 
of study dealing with the convergence of subfields of 
Domain Data & Processes, Statistics and Software & 
Systems Engineering (see Figure 3). 

 
Fig. 2. Data Science Sub-disciplines (NIST). 

Data science is the methodology for the synthesis 
of useful knowledge directly from data through a 
process of discovery or of hypothesis formulation and 
hypothesis testing. Data Science combines statistics, 
mathematics, intelligent data capture techniques, data 
cleansing, mining and programming to prepare and 
align Big Data for intelligent analysis to extract 
insights and information in many application areas 
where results are used to make smart decisions.  

The statistically meaningful results from modeling 
the data provided approximate (but not definitive) 
answers to a hypothesis. Data mining is considered by 
someone as a generalization of statistics, in that the 
class of problems that can be addressed is broader 
than those accessible by traditional statistics. Data 
mining required not only math and statistics skills, but 
also required domain understanding—understanding 
how the data was produced, and how it should be 
appropriately used. While involved in automated 
systems, the initial focus for data mining encompassed 
a single analyst addressing a specific mission 
problem, selecting data internal to an organization, 
processing the data on their own local system, and 
delivering the results through presentations to mission 
leaders. 

2.3 Big Data vs Data Science 

The field of Data Science has evolved from Big 
Data, or Big Data and Data Science are inseparable. 
However, there are many differences between Big 
Data and Data Science. Provided below are some of 
the main differences between Big Data and Data 

Science concepts: 
• Organizations need Big Data to improve 

efficiencies, understand new markets, and enhance 
competitiveness whereas Data Science provides the 
methods or mechanisms to understand and utilize the 
potential of Big Data in a timely manner. 

• Currently, for organizations, there is no limit 
to the amount of valuable data that can be collected, 
but to use all this data to extract meaningful 
information for organizational decisions, Data Science 
is needed. 

• Big Data is characterized by its volume, 
velocity, varieties, volatility, veracity, visualization, 
and value, while Data Science provides the methods 
or techniques to analyze data characterized by 7Vs. 

• Big Data provides the potential for 
performance. However, digging out insight 
information from Big Data for utilizing its potential 
for enhancing performance is a significant challenge. 
Data Science uses theoretical and experimental 
approaches in addition to deductive and inductive 
reasoning. Takes responsibility to uncover all hidden 
insightful information from a complex mesh of 
unstructured data thus supporting organizations to 
realize the potential of Big Data. 

• Big Data analysis performs mining of useful 
information from large volumes of datasets. Contrary 
to analysis, Data Science makes use of machine 
learning algorithms and statistical methods to train the 
computer to learn without much programming to 
make predictions from Big Data. Hence Data Science 
must not be confused with Big Data analytics. 

• Big Data relates more to technology (Hadoop, 
Java, Hive, etc.), distributed computing, and analytics 
tools and software. This is opposed to Data Science, 
which focuses on strategies for business decisions, 
data dissemination using mathematics, statistics and 
data structures and methods mentioned earlier. 

2.4 Thinking and Acting Like a Data Scientist 

A data scientist is a practitioner who has sufficient 
knowledge in the overlapping regimes of business 
needs, domain knowledge, analytical skills, and 
software and systems engineering to manage the end-
to-end data processes in the analytics life cycle [10]. 
The results of the job market study and analysis for 
Data Science and Data Science enabled  vacancies, 
conducted within EDISON project [13-16], provided a 
basis and justification for defining the main 
competence groups that are commonly required by 
companies, including identification such skills as Data 
Management and Research methods that were not 
formerly required for data analytics jobs. As an 
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illustration, the following competence and skills 
groups have been identified: 

• Data Science Analytics (including Statistical 
Analysis, Machine Learning, Data Mining, Business 
Analytics, others) 

• Data Science Engineering (including Software 
and Applications Engineering, Data Warehousing, Big 
Data Infrastructure and Tools) 

• Data Management and Governance (including 
data stewardship, curation, and preservation) 

 
Fig. 3. Data Science competence groups for general or 

research-oriented profiles. 

• Research Methods and Project Management 
for research related professions and Business Process 
Management for business related professions 

• Domain Knowledge and Expertise 
(Subject/Scientific domain related). 

Figure 4 and Figure 5 provide graphical 
presentation of relations between identified 
competence groups as linked to Research Methods or 
to Business Process Management. 

 
Fig. 4. Data Science competence groups for business- 

oriented profiles. 

These figures illustrate importance of the Data 
Management competences and skills and Research 
Methods or Business Process Management knowledge 
for all categories and profiles of Data Scientists. The 
Data Science Analytics group is the most populated 
what reflects wide spectrum of required skills in this 
group as a core for the Data Science. It is followed by 
the Data Science Engineering skills that are important 
for the Data Scientist to have ability to implement the 
effective data analytics solutions and applications. 

For example, the list of core skills that can provide 
a guidance for future Data Scientists what skills are 
expected from them and need to be developed along 
their education and career is given below: 

1. Accept/be ready for iterative development, 
know when to stop, comfortable with failure, accept 
the symmetry of outcome (both positive and negative 
results are valuable); 

2. Ask the right questions; 
3. Recognize what things are important and what 

things are not important;  
4. Respect domain/subject matter knowledge in 

the area of data science;  
5. Data driven problem solver and impact-driven 

mindset;  
6. Recognize value of data, work with raw data, 

exercise good data intuition;  
7. Good sense of metrics, understand importance 

of the results validation, never stop looking at 
individual examples;  

8. Be aware about power and limitations of the 
main machine learning and data analytics algorithms 
and tools;  

9. Understand that most of data analytics 
algorithms are statistics and probability based, so any 
answer or solution has some degree of probability and 
represent an optimal solution for a number of 
variables and factors;  

10. Working in agile environment and coordinate 
with other roles and team members;  

11. Work in multi-disciplinary team, ability to 
communicate with the domain and subject matter 
experts;  

12. Embrace online learning, continuously 
improve your knowledge, and use professional 
networks and communities;  

13. Story Telling: Deliver actionable result of 
your analysis;  

14. Attitude: Creativity, curiosity (willingness to 
challenge status quo), commitment in finding new 
knowledge and progress to completion;  

15. Ethics and responsible use of data and insight 
delivered, awareness of dependability (data scientist is 
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a feedback loop in data driven companies). 
While this full collection of skills can be present in 

a single individual, it is also possible that these skills, 
are covered by different members of a team. For data-
intensive applications, all of these skill groups are 
needed to distribute both the data and the computation 
across systems of resources working in parallel. While 
data scientists seldom have strong skills in all these 
areas, they need to have enough understanding of all 
areas to deliver value from data-intensive applications 
and work in a team whose skills spans these areas.  

Similar to the term Big Data, Data Science and 
Data Scientist have also come to be used in multiple 
ways. Data scientist is applied essentially to anyone 
who performs any activity that touches data. To 
provide some specificity, the term data scientist 
should refer to the generalist that understands not only 
the mission needs, but the end-to-end solution to meet 
those needs. This can be described conceptually as a 
horizontal data scientist. A horizontal data scientist is 
a generalist who understands enough of the multiple 
disciplines of mission need, the domain processes that 
produced the data, math and statistics, and computer 
science (or software and systems engineering). Data 
science is not solely concerned with analytics, but also 
with the end-to-end life cycle, where the data system 
is essentially the scientific equipment being used to 
develop an understanding and analysis of a real-world 
process. The implication is that the horizontal data 
scientist must be aware of the sources and provenance 
of the data, the appropriateness and accuracy of the 
transformations on the data, the interplay between the 
transformation algorithms and processes, the analytic 
methods and the data storage mechanisms. This end-
to-end overview role ensures that everything is 
performed correctly to explore the data and create and 
validate hypotheses. Conversely, those who specialize 
in a particular technique in the overall data analytics 
system should be more narrowly referred to as a 
subject matter expert. A vertical data scientist is a 
subject matter expert in specific disciplines involved 
in the overall data science process. 

3. Big Data Frameworks 
3.1 The Need for Big Data Standards 

With data now considered by some to be the “new 
oil,” civil society, industry and governments need to 
begin setting and implementing international 
foundational standards. In accordance with Michel 
Girard research [12], there is an urgent need to set the 
ontology, semantics and definitions; define 
measurement and metrics; agree on dos and don’ts 

and the ethics of Big Data; and establish testing and 
certification programs to spur innovation and reap the 
benefits of Big Data analytics, all while respecting 
privacy, health, safety and security, as well as 
sovereignty rights. 

The current lack of standards acts as a significant 
barrier to the growth of Big Data analytics. Recent 
surveys on corporate Big Data uptake show that some 
organizations are experimenting with new uses for the 
information they already own and control; a few 
projects aiming at using data generated by other 
bodies, such as government departments and agencies, 
are also beginning to take shape. 

According to Wo Chang [11], a digital data advisor 
for the NIST and Convenor of SC 42 / WG 2 for Big 
Data, in any standards development, overview and 
terminology are elemental building blocks. This is 
especially true for Big Data, which is commonly 
referred to by both technical and non-technical 
communities with “V” terms: such as volume, 
velocity, varieties, volatility, veracity, visualization, 
and value from the context of “Big”. By providing a 
proper overview and vocabulary, the standard will 
establish a common understanding for what 
constitutes Big Data. A comprehensive standards 
framework would encompass the following categories 
of normative documents: 

• “foundational” standards to set general rules 
applicable to all sectors, such as how data is classified 
(these could be incorporated by reference in 
regulations as requirements for firms operating in that 
domain and in public and private sector procurement 
documents); 

• standards that define criteria for establishing 
the trustworthiness and integrity of data and data 
sources and other aspects of the Big Data life cycle; 

• standards and specifications to deploy specific 
platforms, products and applications that would reflect 
requirements set in foundational standards; 

• ethical codes of conduct and public facing 
transparency programs outlining accountability 
requirements; and 

• conformity assessment/accreditation and other 
measurement programs to demonstrate compliance 
with foundational standards. 

The Big Data program of work is part of the 
portfolio of emerging technologies that ISO/IEC JTC 
1/SC 42 is working on. SC 42 is the IEC and ISO joint 
committee [17] on artificial intelligence that develops 
international standards for areas including 
foundational AI standards, Big Data, AI 
trustworthiness, use cases, applications, governance 
implications of AI, computational approaches of AI, 
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ethical and societal concerns. Big Data is an important 
part of the SC 42 program of work having recently 
published ISO/IEC 20546: Information technology – 
Big Data – Overview and vocabulary as well as in the 
focus of the NIST Big Data Interoperability 
Framework (NBDIF) [1-9]. These documents provide 
a conceptual overview of the field of Big Data, its 
relationship to other technical areas and standards 
efforts, and the concepts ascribed to Big Data that are 
not new to Big Data. For Big Data standards 
development, it is critical to highlight what is new in 
Big Data and avoid areas that have not changed with 
Big Data. The new area is more focused on the 
paradigm shift. It covers, for instance, how to make 
data more efficient in distributed file systems, 
effective distributed computing, optimized 
parallelization of algorithms, etc. for better data 
analytics, while the areas, which have not changed, 
comprise: (a) data types for individual data elements, 
(b) data formats to encapsulate data, and (c) metadata 
to describe data header, etc. When the knowledge 
discovery in databases (KDD) community emerged in 
the late 1990s, there was a great diversity of process 
models, with varying numbers and descriptions of the 
steps. A consortium was formed to standardize this 
process, the resulting standard was the Cross-Industry 
Standard Process Model for Data Mining (CRISP-
DM), published in 2000. This process model for the 
core data mining process (within the overall KDD 
lifecycle) is the dominant process model use by 
practitioners—with varying modifications. There are 
more than a hundred research publications adding or 
adjusting the processes to include the considerations 
for resourcing, management, teaming, agile 
development, etc. There is renewed interest in the 
overall lifecycle of machine learning and AI. Ongoing 
lifecycle reports are being developed in ISO TC69 
Applications of Statistical Methods [18] and ISO/IEC 
JTC 1/SC 42 Artificial Intelligence [17]. 

The data science life cycle encompasses the data 
analytics life cycle plus many more activities 
including policy and regulation, governance, 
operations, data security, master data management, 
meta-data management, and retention/destruction. The 
end-to-end data science life cycle consists of five 
fundamental steps:  

1. Capture: gathering and storing data, typically 
in its original form (i.e., raw data);  

2. Preparation: processes that convert raw data 
into cleaned, organized information;  

3. Analysis: techniques that produce synthesized 
knowledge from organized information;  

4. Visualization: presentation of data or analytic 

results in a way that communicates to others; and  
5. Action: processes that use the synthesized 

knowledge to generate value for the enterprise. 

3.2 CRISP-DM Methodology Leader in Data 
Mining and Big Data 

CRISP-DM stands for Cross Industry Standard 
Process for Data Mining and is a 1996 methodology 
created to shape Data Mining projects (Fig. 6) [19,20]. 
It consists of 6 steps to conceive a Data Mining 
project and they can have cycle iterations according to 
developers’ needs.  

 
Fig. 5. Cross Industry Standard Process for Data Mining. 

1. Business Understanding. Focuses on 
understanding the project objectives and requirements 
from a business perspective, and then converting this 
knowledge into a data mining problem definition and 
a preliminary plan. 
2. Data Understanding. Starts with an initial data 
collection and proceeds with activities in order to get 
familiar with the data, to identify data quality 
problems, to discover first insights into the data, or to 
detect interesting subsets to form hypotheses for 
hidden information.  
3. Data Preparation. The data preparation phase 
covers all activities to construct the final dataset from 
the initial raw data. 
4. Modeling. Modeling techniques are selected and 
applied.  Since some techniques like neural nets have 
specific requirements regarding the form of the data, 
there can be a loop back here to data preparation. 
5. Evaluation. Once one or more models have been 
built that appear to have high quality based on 
whichever loss functions have been selected, these 
need to be tested to ensure they generalize against 
unseen data and that all key business issues have been 
sufficiently considered.  The end result is the selection 
of the champion model(s). 
6. Deployment. Generally, this will mean deploying a 
code representation of the model into an operating 
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system to score or categorize new unseen data as it 
arises and to create a mechanism for the use of that 
new information in the solution of the original 
business problem.  Importantly, the code 
representation must also include all the data prep steps 
leading up to modeling so that the model will treat 
new raw data in the same manner as during model 
development. 

Data science has moved beyond predictive 
modeling into recommenders, text, image, and 
language processing, deep learning, AI, and other 
project types that may appear to be more non-linear.   

3.3 The NIST Big Data Interoperability 
Framework 

The National Institute of Standards and 
Technology (NIST) ― one of the leading 
organizations in the development of standards ― has 
developed a reference architecture: the NIST Big Data 
Reference Architecture. The NIST Big Data 
Interoperability Framework (NBDIF) seeks to clarify 
the underlying concepts of Big Data and Data Science 
to enhance communication among Big Data producers 
and consumers. The NBDIF consists of nine volumes 
(See Figure 7), each of which addresses a specific key 
topic as follows: Definitions, Taxonomies, Use Cases 
and General Requirements, Security and Privacy, 
Architectures White Paper Survey, Reference 
Architecture, Standards Roadmap, Reference 
Architecture Interfaces, Adoption and Modernization 
[1-9]. 

 
Fig. 6. NBDIF Documents Navigation Diagram Provides 

Content Flow Between Volumes. 

Developing consensus on definitions, taxonomies, 
secure reference architectures, security and privacy, 
and, from these, a standards roadmap would create a 
vendor-neutral, technology- and infrastructure-
independent framework that would enable Big Data 
stakeholders to identify and use the best analytics 
tools for their processing and visualization 
requirements on the most suitable computing platform 
and cluster, while also allowing added value from Big 
Data service providers. Big Data consists of extensive 
datasets that require a scalable architecture for 
efficient storage, manipulation, and analysis. The core 
of the new data-intensive processing technologies of 
extensive datasets has been the maturation of 
techniques for distributed processing across 
independent resources, or nodes in a cluster. The Big 
Data Paradigm consists of the distribution of data 
systems across horizontally coupled, independent 
resources to achieve the scalability needed for the 
efficient processing of extensive datasets. 

3.4 The NIST Big Data Reference Architecture 
In order to benefit from the potential of Big Data, 

it is useful to have common structure that explains 
how Big Data complements and differs from existing 
analytics, Business Intelligence, databases and 
systems. This common structure is called a reference 
architecture. The NIST Big Data Reference 
Architecture is a set of documents to which a project 
manager or educator or other interested party can refer 
to for best practices (see Figure 8) [1-9]. Within the 
context of IT, a reference architecture can be used to 
select the best delivery method for particular 
technologies and documents such things as hardware, 
software, processes, specifications and configurations, 
as well as logical components and interrelationships. 
The objective of a reference architecture is to create 
an open standard, one that every organization can use 
for their benefit. The benefits of using an ‘open’ Big 
Data reference architecture include: 

• It provides a common language for the various 
stakeholders; 

• It encourages adherence to common 
standards, specifications, and patterns; 

• It provides consistent methods for 
implementation of technology to solve similar 
problem sets; 

• It illustrates and improves understanding of 
the various Big Data components, processes, and 
systems, in the context of a vendor- and technology-
agnostic Big Data conceptual model; 

• It facilitates analysis of candidate standards 
for interoperability, portability, reusability, and 
extendibility. 
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The hierarchy of the components of the reference 
architecture is intended to describe the hierarchy of 
actors and roles and the activities the actors perform in 
those roles. As this taxonomy is not definitive, it is 
expected that the taxonomy will mature as new 
technologies emerge and increase understanding of 
how to best categorize the different methods for 
building data systems. Each activity in the taxonomy 
can be executed by a different actor. Examples of 
actors include the following: Sensors; Applications; 
Software agents; Individuals; Organizations; 
Hardware resources; Service abstractions. There are a 
number of models for describing the technologies 
needed for an application, such as a layer model of 
network, hardware, operating system, and application. 

These seven items - five main architecture 
components and two fabrics interwoven in them, form 
the foundation of the reference architecture taxonomy. 
The five main components, which represent the 
central roles, are summarized below. 
 

 
Fig. 7. NIST Big Data Reference Architecture. 

• System Orchestrator: Defines and integrates 
the required data application activities into an 
operational vertical system; The System Orchestrator 
provides the overarching requirements that the system 
must fulfill, including policy, governance, 
architecture, resources, and business requirements, as 
well as monitoring or auditing activities to ensure that 
the system complies with those requirements. The 
System Orchestrator role includes defining and 
integrating the required data application activities into 
an operational vertical system. The System 
Orchestrator role provides system requirements, high-
level design, and monitoring for the data system. 
While the role predates Big Data systems, some 
related design activities have changed within the Big 
Data paradigm. 

• Data Provider: Introduces new data or 
information feeds into the Big Data system; A Data 
Provider makes data available to itself or to others. 
The actor fulfilling this role can be part of the Big 
Data system, from another system, or internal or 
external to the organization orchestrating the system. 
Once the data is within the local system, requests to 
retrieve the needed data will be made by the Big Data 
Application Provider and routed to the Big Data 
Framework Provider 

• Big Data Application Provider: Executes a 
life cycle to meet security and privacy requirements as 
well as System Orchestrator-defined requirements; 
The Big Data Application Provider executes the 
processes and transformations of the data life cycle to 
meet requirements established by the System 
Orchestrator—including meeting the security and 
privacy requirements. This is where the general 
capabilities within the Big Data framework are 
combined to produce the specific data system 

• Big Data Framework Provider: Establishes 
a computing framework in which to execute certain 
transformation applications while protecting the 
privacy and integrity of data; The Big Data 
Framework Provider has general resources or services 
to be used by the Big Data Application Provider in the 
creation of the specific application. There are many 
new technologies from which the Big Data 
Application Provider can choose in using these 
resources and the network to build the specific system. 

• Data Consumer: Includes end users or other 
systems who use the results of the Big Data 
Application Provider. The Data Consumer receives 
the value output of the Big Data system. In many 
respects, the Data Consumer receives the same 
functionality that the Data Provider brings to the Big 
Data Application Provider. After the system adds 
value to the original data sources, the Big Data 
Application Provider then offers the additional value 
to the Data Consumer. There is less change in this role 
due to Big Data, except, of course, in the desire for 
Consumers to extract extensive datasets from the Big 
Data Application Provider 

The two fabrics are: 
• Security and Privacy Fabric; 
• Management Fabric. 
The Big Data characteristics of volume, velocity, 

variety, and variability demand a versatile 
management platform for storing, processing, and 
managing complex data. Management of Big Data 
systems should handle both system- and data-related 
aspects of the Big Data environment.  

The Management Fabric of the NBDRA 

30 “Е+Е”, vol. 55, 1-2, 2020



 

 

encompasses two general groups of activities: system 
management and Big Data life cycle management. 
System management includes activities such as 
provisioning, configuration, package management, 
software management, backup management, 
capability management, resources management, and 
performance management. Big Data life cycle 
management involves activities surrounding the data 
life cycle of collection, preparation/curation, analytics, 
visualization, and access. More discussion about the 
Management Fabric is needed, particularly with 
respect to new issues in the management of Big Data 
and Big Data engineering. 

Security and privacy issues affect all other 
components of the NBDRA. A Security and Privacy 
Fabric could interact with the System Orchestrator for 
policy, requirements, and auditing, and also with both 
the Big Data Application Provider and the Big Data 
Framework Provider for development, deployment, 
and operation. 

3.5 The importance of Big Data Requirements 
The effort of the NBD-PWG Use Cases and 

Requirements Subgroup [3] focused on forming a 
community of interest from industry, academia, and 
government, with the goal of developing a consensus 
list of Big Data requirements across all stakeholders. 
This included gathering and understanding various use 
cases from nine diversified areas (i.e., application 
domains.) as Government Operation; Commercial; 
Defense; Healthcare and Life Sciences; Deep 
Learning and Social Media; The Ecosystem for 
Research; Astronomy and Physics; Earth, 
Environmental, and Polar Science; and Energy. A use 
case is a typical application stated at a high level for 
the purposes of extracting requirements or comparing 
usages across fields. To illustrate the broad scope and 
to note the importance of Big data requirements for 
Big data projects, which are complex by nature, the 
aggregated general requirements within each of the 
following seven characteristic categories: Data 
sources; Data transformation; Capabilities; Data 
consumer; Security and privacy; Life cycle 
management; and Other, are listed below. 

1: DATA SOURCES REQUIREMENTS: 
- Needs to support reliable real time, 

asynchronous, streaming, and batch processing to 
collect data from centralized, distributed, and cloud 
data sources, sensors, or instruments. 

- Needs to support slow, bursty, and high-
throughput data transmission between data sources 
and computing clusters. 

- Needs to support diversified data content: 
structured and unstructured text, document, graph, 

web, geospatial, compressed, timed, spatial, 
multimedia, simulation, instrumental data. 

2: DATA TRANSFORMATION:  
- Needs to support diversified compute-

intensive, analytic processing, and machine learning 
techniques. 

- Needs to support batch and real-time analytic 
processing. 

- Needs to support processing of large 
diversified data content and modeling. 

3: CAPABILITIES:  
- Needs to support legacy and advanced 

software packages (subcomponent: SaaS). 
- Needs to support legacy and advanced 

computing platforms (subcomponent: PaaS) 
- Needs to support legacy and advanced 

distributed computing clusters, co-processors, and I/O 
processing (subcomponent: IaaS). 

- Needs to support elastic data transmission 
(subcomponent: networking). 

- Needs to support legacy, large, and advanced 
distributed data storage (subcomponent: storage). 

- Needs to support legacy and advanced 
executable programming: applications, tools, utilities, 
and libraries. 

4: DATA CONSUMER:  
- Needs to support fast searches from processed 

data with high relevancy, accuracy, and high recall. 
- Needs to support diversified output file 

formats for visualization, rendering, and reporting. 
- Needs to support visual layouts for results 

presentation. 
- Needs to support rich user interfaces for 

access using browsers, visualization tools. 
- Needs to support a high-resolution multi-

dimension layer of data visualization. 
- Needs to support streaming results to clients. 
5: SECURITY AND PRIVACY: 
- Needs to protect and preserve security and 

privacy for sensitive data. 
- Needs to support sandbox, access control, and 

multilevel policy-driven authentication on protected 
data. 

6: LIFE CYCLE MANAGEMENT: 
- Needs to support data quality curation 

including preprocessing, data clustering, 
classification, reduction, and format transformation. 

- Needs to support dynamic updates on data, 
user profiles, and links. 

- Needs to support data life cycle and long-term 
preservation policy, including data provenance. 

- Needs to support data validation. 
- Needs to support human annotation for data 
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validation. 
- Needs to support prevention of data loss or 

corruption. 
- Needs to support multisites archival. 
- Needs to support persistent identifier and data 

traceability. 
- Needs to standardize, aggregate, and 

normalize data from disparate sources. 
7: OTHERS: 
- Needs to support rich user interfaces from 

mobile platforms to access processed results. 
- Needs to support performance monitoring on 

analytic processing from mobile platforms. 
- Needs to support rich visual content search 

and rendering from mobile platforms. 
- Needs to support mobile device data 

acquisition. 
- Needs to support security across mobile 

devices. 

3.6 Implementation of Big Data Reference 
Architecture 

The IBM Big Data Platform (Figure 9) supports 
all types of data and is able to run all necessary 
computations to drive the analytics. The technological 
capabilities of the IBM framework that address the 
key strategic imperatives are as follows: 

Tools: These components support visualization, 
discovery, application development, and systems 
management.  

Accelerators: This component provides a rich 
library of analytical functions, schemas, tool sets, and 
other artifacts for rapid development and delivery of 
value in Big Data projects. 

 
Fig. 8. IBM Big Data Platform. 

Hadoop: This component supports managing and 
analyzing unstructured data. To support this 
requirement, IBM InfoSphere BigInsights and 
PureData System for Hadoop support are required.  
Stream Computing: This component supports 
analyzing in-motion data in real time.  

Data Warehouse: This component supports 
business intelligence, advanced analytics, data 
governance, and master data management on 
structured data. 

Information Integration and Governance: This 
component supports integration and governance of all 
data sources. Its capabilities include data integration, 
data quality, security, life cycle management, and 
master data management. 

The Oracle Big Data Reference Architecture 
(Figure 10) presents, detailing infrastructure services, 
data sources, information provisioning, and 
information analysis components. 

Oracle’s Reference Architecture for Big Data 
provides a complete view of related technical 
capabilities, how they fit together, and how they 
integrate into the larger information ecosystem. This 
reference architecture helps to clarify Oracle’s Big 
Data strategy and to map specific products that 
support that strategy. 

 
Fig. 9. Oracle Big Data Reference Architecture. 

Oracle offers an integrated solution to address 
enterprise Big Data requirements. Oracle’s Big Data 
strategy is centered on extending current enterprise 
information architectures to incorporate Big Data. Big 
Data technologies, such as Hadoop and Oracle 
NoSQL database, run alongside Oracle data 
warehouse solutions to address Big Data requirements 
for acquiring, organizing, and analyzing data in 
support of critical organizational decision-making. 

The SAP Big Data Architecture (Figure 11) 
enables an end-to-end platform and includes support 
for ingestion, storage, processing and consumption of 
Big Data. 
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Fig. 10. SAP Big Data Reference Architecture. 

SAP’s Big Data reference architecture relies on 
three basic functions that support data ingestion, data 
storage, and data consumption. These three functions 
are then supported by vertical pillar functions that 
include data life cycle management, infrastructure 
management, and data governance and security. The 
subsections below provide additional details to the 
three basic functions and the supporting pillar 
functions. 

4. Conclusion 
In summary, this work presents a comprehensive 

picture of the existing Big Data Framework. Everyone 
presently studying the domain of Big Data should 
have a basic understanding of how Big Data 
environments are designed and operated in enterprise 
environments, and how data flows through different 
layers of an organization. Understanding the 
fundamentals of Big Data architecture will help 
system engineers, data scientists, software developers, 
data architects, and senior decision makers to 
understand how Big Data components fit together, and 
to develop or source Big Data solutions. 
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